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Introduction
“We should strive to eradicate poverty by the end of this century,” Robert McNamara, then president of the World Bank, famously declared in Nairobi in 1973.  In arguing that eliminating poverty in our time is possible, McNamara echoed arguments first made by reformers like Paine and Condorcet in the wake of the French Revolution (Stedman Jones, 2004).  Imagining an imminent effort to fight global inequality, Condorcet wrote in 1793 that “everything tells us that we are now close upon one of the great revolutions of the human race.”
 Condorcet’s 1793 vision and McNamara’s 1973 vision have been renewed once again today in efforts to eliminate poverty, notably in the international action to achieve the United Nations Millennium Development Goals.  

Even relative to 1973, the scope of world poverty has grown dramatically.  Not only has the population of the world grown in absolute numbers, but the concept of poverty itself has been revisited, extended, and refined.  This chapter describes issues and concerns related to the conceptual basis for poverty measurement in an effort to strengthen the analytical frame for devising poverty reduction strategies.

In order to gauge the consensus and divergence with regard to poverty measurement, in 2004 the United Nations Statistical Division (UNSD) implemented a global survey of approaches.  Detailed responses to the survey were received from government statistical offices in 62 countries (as of May 2004); statistical offices in an additional 16 countries responded that they are not currently collecting poverty data.
  The survey was accompanied by four regional meetings also organized by the UNSD (one each in Latin America, Africa, Asia, and Europe).  Together, the data show a broad consensus about the guiding principles underlying poverty measurement.  They also reveal, however, considerable variation in how the principles are implemented in practice.   As described throughout this handbook, those details matter, sometimes to a surprising degree.

This chapter (and the handbook more broadly) thus pays particular attention to ways that principles translate into action.  The first section takes up issues involved in setting poverty lines and extending analyses across time and geography.  The second section describes ways of aggregating data to form poverty measures.  
2.1
Basic approaches

The Millennium Development Goals consider poverty in one particular way (the poor are defined as individuals living in households with command over no more than $1 per day per person valued at international prices).
  Those goals take halving world poverty as the first objective.  Governments around the world, though, have found it useful to define and measure poverty in ways that reflect their own circumstances and aspirations.  The result is a rich array of approaches but little way to easily compare poverty measures across countries and across time (or, more precisely, little way to easily ascertain how comparable different measures are).  The differences are not just in the setting of poverty lines; they also flow from variations in the types of data collected, survey methods, and ways of aggregating the numbers.  

The earliest definitions of poverty centered on the inability to obtain adequate food and other basic necessities, and the strongest focus continues to be on material deprivations---i.e., the command over private resources.  Some argue, though, that this notion of economic welfare remains too narrow to reflect individual well-being (e.g., Sen, 1987), and efforts to expand the concept of poverty have been active over the past several decades.  


One direction of expansion begins with recognition that even material deprivations may involve more than the lack of private resources.  If a village has no wiring for electricity, residents can have substantial income but still no steady power source.  If health facilities do not exist, no amount of money may be enough to purchase good, convenient care.  One direction is thus to use household surveys and community-based questionnaires to ascertain a population’s access to basic services, irrespective of household incomes.  About 14 percent (out of 56 responses) of governments in the UNSD survey collect data on such “unmet basic needs.” Among the focuses are housing conditions, water, sanitation, electricity, education, and infrastructure.  Most commonly, statisticians calculate an index that combines the degrees of access to the various components; they then describe deprivations according to cut-off points in the index.  Methods here are still being developed, and there is much less uniformity of practice than there is around the analysis of income and spending-based poverty measures.  Still, even the emerging efforts are a reminder that household budgets tell only one part of a story.
A second direction of expansion includes collecting data on household-level deprivations along dimensions other than money.  Researchers, for example, have focused on social deprivations: the inability to fully participate in communities and, perhaps, in religious life.  They have also focused on physical deprivations, such as those caused by disability, disease, and under-nutrition.  And, increasingly, policy makers have recognized that one part of what it means to be poor resides in a sense of vulnerability to devastating loss, the fact of living a life lived close to the margin of adequacy with its attendant uncertainties.  

Not surprisingly, a single, universal, all-encompassing measure of poverty remains beyond reach, and there has been growing interest in so-called participatory rural assessments (which can be applied as well to urban areas).  The idea in this approach is to ask villagers themselves to determine the locally-relevant notion of poverty and to identify who would be judged poor according to that notion.  The advantage is the ability to accommodate local ideas and conditions, while the disadvantage rests with comparability across places.  Recognizing the trade-offs, researchers are now seeking compromises by integrating subjective and objective indicators into their analyses.  While important in itself, the qualitative data can also provide a helpful check on the robustness of lessons learned from traditional quantitative analyses.  The ongoing challenge faced by statisticians and researchers (no matter which techniques they employ) is how to capture important elements of poverty in transparent, reliable, and practical ways.


Despite the breadth of concerns, social scientists still find it useful to focus largely on poverty as a lack of money—measured either as low income or as inadequate expenditures.  One reason for focusing on money is practical: inadequate income is a clear and immediate concern for individuals, and one that in principle is simple to quantify.  Another—and perhaps more compelling--reason is that low incomes tend to correlate strongly with other concerns that are important but harder to measure.  Those in the worst health and with the lowest social status, for example, tend also to come from the bottom of the income distribution.  The lack of money then serves as a proxy for a host of deprivations, imperfectly but measurably.  Thus, narrow definitions of poverty claim particular attention throughout the handbook, even as income and expenditure are understood to determine only part of overall well-being.  

Even within the narrow sphere of money-based measures, substantial questions remain about how to proceed—and practice can differ widely from country to country.    There is no consensus, for example, on whether money-based measures should focus on income levels or on spending patterns.  Poverty can be measured either by a lack of income or by a shortfall in expenditures.  The two are closely related conceptually—but sometimes quite far apart in quantitative terms.  The 2004 survey by UNSD showed that of the 55 countries that responded to the question, 30 (55 percent) base their poverty calculations on expenditure data rather than income data.  The balance relied on income data, and a handful used both kinds of data.  

The ability to spend is primarily determined by one’s income, but the two values are not identical since households often borrow, sell assets, or draw down savings when income is low.  Conversely, households often build up assets when times are especially favorable.  Measuring poverty as a shortfall in spending takes into account these kinds of coping mechanisms and households’ general abilities to “smooth consumption” over time.  A second difference concerns the ease and reliability of data collection.  As described in subsequent chapters, pure statistical issues reinforce the advantages to basing poverty measures on expenditure data rather than income.  One purpose of the handbook is to clarify how these kinds of choices affect measurement—and, more importantly, how they affect understandings of poverty.

A.
Poverty lines
Choosing a poverty line is the beginning point for most poverty measurement. A poverty line typically specifies the income (or level of spending) required to purchase a bundle of essential goods (typically food, clothing, shelter, water, electricity, schooling and reliable healthcare).  Identifying the poor as those with income (or expenditures) below a given line brings great clarity and focus to policymaking and analysis.  Having a poverty line allows experts to count the poor, to target resources, and to monitor progress against a clear benchmark.  Communicating the extent of poverty becomes easier, and explaining the notion of deprivation simpler.  
At the same time, though, the use of poverty lines imposes limits.  The idea of a poverty line, below which one is poor and above which one is not, has little empirical correspondence in household data.  Researchers see no clear breaks or discontinuities in the relationship of income and health or nutrition, and certainly no systematic breaks that correspond to poverty lines as the term is used.  Yet poverty measures (and poverty lines) serve an important purpose, and they remain useful as long as it is remembered that gaps persist between reality and its representation.


B.
Absolute versus relative notions of poverty.  
The most common notion of a poverty line is an indication of deprivation in an “absolute” sense; i.e., there is a set level of resources deemed necessary to maintain a minimal standard of well-being.  With such a definition, poverty is eliminated once all households command at least that level of resources.  The $1/day per capita poverty line is one example of an absolute poverty line, but most countries determine their own absolute poverty lines as well.  

Many wealthier countries, though, instead set poverty lines based on relative standards.  In the United Kingdom, for example, the poverty line is 60 percent of the median income level (after taxes and benefits and adjusted for household size), an approach adopted broadly in the European Union.  In 2002/3, the UK figure translated into a poverty line of £283 per week ($28,418 per year) for a household with two adults and two children, a figure considerably higher than the (absolute) 2003 poverty line in the United States of $18,400 per year for a similar family.
 The relative benchmarks reflect the belief that important deprivations are to be judged relative to the well-being of the bulk of society, proxied by the income level of the household at the mid-point of the income distribution.  In short, inequality matters as a component of deprivation.  As such, relative poverty can be reduced but never eliminated--except in the extreme (and implausible) case of full income equality in a country. 


When asked in the UNSD survey whether they calculated absolute poverty lines, 67 percent of statistical offices answered affirmatively.  Those that favored relative approaches were mainly drawn from the OECD, including Australia, Canada, Denmark, Ireland, Norway, and the United Kingdom.  Where the incidence of hunger and the inability to obtain basic essentials is more pronounced, however, the preference is strongly with absolute measures of poverty—and the $1/day line echoes that choice.

C.
Cost of Basic Needs approach  
Statistical offices vary widely in how they set absolute standards for poverty.  Most begin with a “cost of basic needs” approach (as described in greater detail in chapters 3 and 4), but the variations in the application of the approach multiply with each step.  
The approach begins with a food threshold chosen to reflect minimal nutritional needs, and adjustments are then made for non-food expenses (like housing and clothing).  Of 29 responses to the UNSD survey of poverty measurement practices, 66 percent of countries adopted international standards in setting the food threshold, almost all adopting nutritional standards set by the World Health Organization and Food and Agriculture Organization (WHO/FAO).  The others set standards based on inputs from national experts.

Even when using the WHO/FAO standards, though, there is considerable variation.  In Armenia and Vietnam, for example, the reported minimum threshold is set at 2100 kcal per person per year--with no adjustment for age, gender, or location.  Statisticians in Senegal, on the other hand, report that they use a threshold of 2400 kilocalories per adults per day (and lower thresholds for others).  In Kenya, the threshold is 2250 kcal for adult men.  In Sierra Leone and the Gambia, the threshold for adult men is 2700 kcal.  The differences arise in part because the WHO/FAO standards are specified by age, gender, weight, and activity level—but only age and gender are collected in typical household surveys.  
Age and gender are important indicators of needs, but weight and activity level matter independently—and substantially.  Weight is necessary for determining the basal metabolic rate (BMR) of an individual.  This is the amount of energy consumed merely to get through the day, before extra calories are burned for specific activities.  Experts estimate that the basal metabolic rate accounts for 45 to 70 percent of total energy expenditures for a person of a given age and gender, so adjusting for weight (and thus for BMR) is a critical part of determining minimum calorie needs (WHO/FAO/UNU, 2001, p. 35).
  The rest of energy expenditure is determined by the person’s activity level.  A WHO/FAO/UNU report estimates that a moderately-active 25 year-old man requires at least 2550 kcal per day if he weighs 50 kg.  At 70 kg, though, his minimum requirement rises to 3050 kcal per day (WHO/FAO/UNU, 2001, Table 5.4,  p. 41).  The 70 kg man who is sedentary, though, will only require 2550 kcal per day.  In short, weight and activity level matter.  As noted above, however, neither is collected in a typical household survey.  Thus, while adjustments can be made for age and gender, statisticians must make assumptions about the average activity levels and weights of individuals—and different assumptions have led to different nutritional thresholds.  Given that the use of WHO/FAO standards is so wide, one simple step toward finding more common ground is to reach a consensus on assumptions about weights and activity levels—and thus to arrive at a consensus on food requirements by age and gender.  Chapter 3 provides additional details on current practice.

D.
Households and individuals.  
A second, related area for finding consensus concerns the adjustments for age and gender.  Another set of simplifications arise in the process of mapping concepts to survey data and in mapping survey data to poverty measures.  At a conceptual level, poverty is most often seen as a condition specific to individuals.  All members of a family may not be poor: a grandparent or a child might face deprivation, for example, even in a household that has adequate resources on average.  To capture this idea, researchers would ideally collect data on individuals, and measurement would be at the individual level.  

All the same, analysis rarely proceeds at the level of the individual.  The logistical hurdles are high, and the survey costs tend to be high.  Even if all members of a household could be identified and surveyed (each in full detail), it is often too difficult to allocate particular flows of income—the value of a harvest for a farming family, say--to one member or another, just as it is hard to determine who consumes which part of a common pot of rice or pot of soup.  In the end, the benefits of individual specificity are seldom judged to outweigh the extra costs of data collection.  

Instead, researchers collect data on households as collective units (where households are often defined in surveys by who shares meals together).  The question then being asked is: Does the household command adequate resources to provide for all members?  The simplest way to proceed is to consider the per capita income of the household, calculated by simply dividing total household income by the number of household members (the same method can be applied to total expenditures).  This approach is taken, for example, in calculating the widely-used $1/day and $2/day per capita poverty lines.

These per capita calculations weigh all household members identically.  A forty-five year old man is counted as much as his seventy-five year old mother or his ten year old daughter.  And a household with four adults is judged equally poor as another with identical income but with two adults and two young children.  Nor are adjustments made for cost savings that might benefit larger households.  The cost of a second child, for example, may not be as great as the cost of the first.  And the cost of adding a fourth person to the household often exceeds the cost of adding a fifth.  The $1/day approach, though, like many other approaches, accounts for none of this.

Creating weights that reflect “adult equivalents” can help the first problem, and adjustments for scale economies can help fix the second.  The most common idea of adult equivalence is to weight an adult male as 1 and to calculate weights for others so that the weighted resources available to them give the resources needed to be as  In the case of adult equivalents, the forty-five year old man may be given a weight of one, for example, while his daughter takes a weight of 0.7 and his mother takes a weight of 0.8—where the weights are chosen to reflect the fact that the daughter and her grandmother need to consume less than the man in order to meet their basic needs.

While the problem of adult equivalence and scale economies are well-recognized, it is far from clear how to set specific weights.  One path is to examine the relative consumption patterns of people of different ages and genders and to use the ratios of consumption levels as weights.  The approach would solve the adult versus baby problem, but it runs into limits.  A particular fear is that consumption patterns may reflect discrimination rather than needs, particularly differences in consumption by men and women of similar ages and, to a degree, children versus adults. Chapter 4 examines these issues in greater detail.
    

The UNSD survey reveals that 64 percent of 53 respondents make adjustments for scale economies and adult equivalence in their poverty analyses, leaving about one third who do not.  In Senegal, for example, a simple adjustment is made such that all adults are given a weight of 1, and all children under age 15 take a weight of 0.5.  In Kenya, adults over age 15 are also given a weight of 1, but children age 5-14 take weight of 0.65 and children age 0-4 count for 0.4 of an adult.  In other countries, finer scales are employed, and gender is incorporated into the calculations, following the WHO/FAO standards.  Among 31 statistical offices responding to a question on the UNSD survey about adjustments to the minimum calorie threshold, 74 percent report that they adjust for gender and 58 percent adjust for both age and gender.
Making adjustments for children can particularly matter when comparing changes in poverty over time.  If the parents of a family give birth to a baby between one year and the next, measured poverty is apt to rise substantially for their family when measured on a per capita basis (since the baby’s needs would count as much as anyone else’s).  But with adjustments for adult equivalence, the addition to the family—while adding costs—is counted in line with the baby’s needs.  One implication is that a population experiencing a rapidly declining fertility rate (so that fewer babies are born in each successive year) will experience an exaggerated decline in the short-term reduction in poverty when poverty is measured on a per capita basis (but in a population with increasing poverty, the rate will be attenuated).  Conversely, environments with rapid fertility increases are apt to show exaggeratedly increasing short-term poverty rates when age-adjustments are not made.   


E.
Adjustments for non-food needs.  
The food poverty line is just one part of the overall poverty line.  There are two common approaches to making adjustments for non-food needs.  Roughly half of the respondents to the UNSD survey use the “direct” method (conditional on constructing a poverty line using the “cost of basic needs” approach).  The direct method parallels the way of constructing the food poverty line.  First, necessary items are selected.  In the Gambia, for example, the list includes: rent, clothing, firewood, transport, education, and health costs.  In Albania, by contrast, the list also includes tobacco and entertainment.  After the list is determined, the goods are priced and the non-food line is formed. 
An alternative, indirect method is employed by 63 percent of respondents to the UNSD survey (some use both the direct and indirect methods).   The indirect method is simpler and can capture a wider range of choices.  As an indirect method, though, it may lead to the inclusion of expenditures on alcohol, tobacco, lotteries, certain religious ceremonies, and other categories that might be deemed (rightly or wrongly) inappropriate as constituents of a poverty line designed to measure “basic needs.”  
The indirect procedure involves examining data on food consumption and total expenditures.  With a food poverty line in hand, the method entails finding the level of non-food expenditure that would be typical of a household whose food consumption is just at the food poverty line.  There are two main ways to do this.  The first way is to begin by calculating the “Engel coefficient,” the ratio of food consumption to total expenditures, and then to run a statistical regression that allows prediction of the Engel coefficient for the household whose food expenditure is at the food poverty line (specific examples are provided in chapter 3).  A second approach is to calculate the average Engel coefficient for households whose food consumption is in the vicinity of the food poverty line (commonly above or below by 10 percent).  In either case, once the appropriate Engel coefficient has been obtained, the overall poverty line can be found by multiplying the food poverty line by the inverse of the Engel coefficient.
F.
Setting and updating prices.  
With the calorie thresholds in place, statisticians can identify a basket of foods that will provide those minimum needs at least cost.  Here, again, there is considerable variation in practices.  In the Gambia, for example, the food basket consists of 7 goods.  In Kenya, on the other hand, the list contains around 100 goods.  In Sierra Leone and Vietnam, the list is 40 items long, and in the Philippines, Senegal, and Armenia, the list contains around 25 items.  So, while experts in the Gambia and Sierra Leone employ identical nutritional thresholds, the food baskets they construct vary considerably in size.  The choice of basket—both size and composition--will have important consequences for the accuracy of the overall poverty line.  The trade-off in moving to a larger food basket is mostly given by the added costs of collecting price data.  Collecting a smaller food basket (say, with 25 items) but obtaining higher-quality price data is likely to enhance accuracy over more ambitious food baskets with weaker price data.


The final step in constructing a “food poverty line” involves pricing the goods in the basket.  Again, practices differ considerably, and another set of choices must be made.  Table 2 demonstrates this with further results from the UNSD survey.  Of 30 statistical offices responding to the question, only 7 percent adjust commodity prices to account for the fact that the poor often pay higher prices than wealthier individuals since they tend to purchase lower quantities in a single purchase.  In addition, only 20 percent make adjustments for the different prices paid by the poor.  Table 2 also shows that when updating the cost of the food basket from one year to the next, it is far more common to use the general consumer price index than a price index adjusted for a basket of goods more typical of the consumption patterns of the poor.  The use of general consumer price indexes considerably reduces costs, but it undermines the reliability of the measures.  The debate around consumer price indexes is echoed in debate around international comparisons discussed below.   


Some adjustment for these concerns is implicit in setting separate urban and rural poverty lines or lines for different regions.  While 46 percent of respondents to the UNSD survey construct only a single poverty line, 25 percent construct two lines, and 29 percent construct three lines or more.  Having multiple lines can add precision, especially in geographically diverse countries, even as it drives costs up. 
2.2
International comparisons
Poverty measures are used both to compare progress across different countries (where the need for international comparability is paramount) and within a single country (where it is possible to customize the approach and definitions).  The United Nations and World Bank have adopted a $1/day per capita poverty line for international comparisons, for example, even though national poverty lines may be more appropriate for within-nation comparisons. 

For richer countries, the $1/day line captures few of those considered poor.  The following example from the United States shows that the US poverty line is set at 10 times the level of the $1/day line.  The $1/day poverty line used by the United Nations and World Bank is anchored in 1993 international prices, so it is instructive to compare the data to the 1993 poverty line in the United States.  In 1993, households in the United States with two adults and two children were deemed poor if their income fell below $14,654 per year (http://www.census.gov/hhes/poverty/threshld/thresh93.html).  The per year figure for the US translates to $10.04 per day per capita, a poverty line ten times higher than the international benchmark.

The UN $1/day line instead happens to roughly approximate India’s poverty line in the 1980’s.  The $1/day line was not constructed based on a notion of an international basket of goods required to achieve basic capabilities in the sense of Sen (1987).  Instead, it was chosen as a simple, if arbitrary, threshold that could be used to set goals and monitor progress.  Given the challenge of constructing a consistent poverty line for any given country, arbitrariness is not surprising when constructing a line meant to apply globally.
A well-articulated criticism of the $1/day line involves the translation of the international line (which is denominated in US dollars) into country-specific poverty lines (denominated in local currency).  The simplest approach would be to simply use official exchange rates, but many goods consumed by the poor are not traded, and exchange rates cannot be relied on to give the appropriate conversion of purchasing power.  Official rates can also suffer from distortions due to public interventions, and together the fears have led to a search for alternative methods of conversion.  The United Nations and World Bank thus use a set of exchange rates calculated as part of the International Comparisons Project.  These rates are designed to be used for comparing national income in different countries, and, similar to consumer price indices, the rates are calculated based on the relative prices of a set basket of goods in each country.  The idea is to find exchange rates that equalize purchasing power across the different countries (which is why they are termed “purchasing power parity”—or PPP--adjustments).  In principle, if a certain kind of man’s shirt costs $10 in the United States, then $10 converted via the PPP-adjusted exchange rate should allow a person to have exactly enough money to buy the same shirt in any other country.  In practice, the PPP numbers are difficult to calculate, and corrections and refinements to the method continue.  A consistent set of numbers are available, however, and the UN and the World Bank rightly favor them over official exchange rates.  The differences of PPP rates from official rates are considerable: in late 2003, for example, the ratio of official rates to PPP rates were 2.3, 1.4, 3.3 and for Brazil, Nigeria, and India, respectively.  This overvaluation of official rates means that the PPP-adjusted figures raise the value of $1/day poverty lines when denominated in local currencies—and thus they capture more poverty.
The PPP exchange rates were not designed for adjusting poverty lines, though, and they are not based on a bundle of goods typically consumed by poor populations.  Researchers have worried about (and demonstrated) the potential biases that result, as well as other biases.  An alternative approach would be more painstaking but more consistent with the conceptual basis for poverty measurement described above. The idea would be to focus on a set of capabilities that people throughout the world can agree are necessary for living a full life, free from the worst deprivations.  Elements would likely include adequate nutrition, health inputs, shelter, and clothing.  Each element would be specified carefully in the spirit of the “cost of basic needs” approach described above.  The components would be achievable through access to different bundles of goods in different places, recognizing that eating and living patterns vary considerably the world over.  The task for statisticians would be to construct locally-relevant commodity baskets that reflect the international consensus on basic capabilities—and to price the baskets using local prices.  One advantage is that region-specific poverty lines could be easily accommodated, and the process would be free of reliance on PPP numbers.  The project would no doubt require considerable international coordination and consultation (unlike current practice), but the reward would be a first truly global poverty approach.  The setting of new international poverty lines would be a critical first step.
  As highlighted throughout this handbook, coordination around survey techniques and practices would be the second major step toward the ultimate goal.
 
2.3
Constructing poverty measures
Poverty measurement can proceed once data have been collected and a poverty line chosen.  How should the data be mapped into summary measures?  The choice of poverty measure depends in large part on the use to which it will be put.  Poverty measures have multiple constituencies (e.g., government policy makers, NGOs, the general public, and researchers), and these scattered stakeholders can have competing needs.  The sharpest challenges flow from the need to meet the desires for both simplicity and precision, coupled with the practical realities of data collection.  Fortunately, current computing technologies make it possible to compute a wide range of measures and to make them available for public use.

One important use of poverty measures is to serve as a monitor of social and economic conditions and function as a benchmark of progress or failure.  Here, poverty measures serve as the indicators by which policy results are gauged and by which the role of events (the impact of runaway inflation, for example) are weighed.  Measures used for monitoring and targeting need to be trusted, but, at least in principle, they do not need to be particularly transparent—or even easy to interpret in themselves.  The measures will function well as long as everyone agrees that when the numbers rise, conditions must have worsened, and that progress has been made when the measures fall.  The essential ingredient is consensus around the basic properties of the measures.

A second use for poverty measures is descriptive, and its importance is sometimes under-estimated.  Poverty measures, though, often play critical roles in summarizing complex social and economic conditions in ways that inform conversations around economic and social priorities.  The distillation helps to point to trends, to frame policy discussions, and to reveal areas of special concern.  Here, effective measures need not completely capture all (or even most) morally relevant aspects of poverty.  But the limits of measures need to be understood, and transparency and ease of interpretation become critical.

A.
Desirable features of poverty measures.  
Economists have sought consensus by searching for a set of desirable characteristics of poverty measures (often stated mathematically as axioms) that generate wide approval.  The search focuses not on identifying descriptively usefulness measures in the sense above; instead the focus is on basic, moral relevance—even if the outcome is a set of measures that yield numbers with little intuitive meaning in themselves.  Researchers aim foremost to identify indices that allow clear statements about whether one state of the world is better than another.  The hope is that, when taken together, the axioms sharply narrow the number of potential candidates for poverty measures and thus give meaning to those indices left standing.  In the most hopeful case, a single, unique measure would emerge that would be fully “characterized”—that is, there would be only one possible candidate that satisfies all of the desirable axioms.  So far, though, the search has left a long list of possible poverty measures still on the table, and the task for analysts remains to understand the basic properties of the chief contenders.  
While not succeeding at singling out a particular, universally-acclaimed index, the axiomatic approach pushes discussions forward in useful ways, and the central ideas are worth reviewing.  Building blocks include scale invariance—the idea that measured poverty measure should be unchanged if, for example, a population is doubled in size while everything else is maintained in the same proportions.  A second building block is a focus on the well-being only of those below the poverty line—so that changes among better-off people do not affect measured poverty.  This “focus axiom” rules out measures based on relative notions of poverty.  A third attribute, the “monotonicity” axiom, states that, holding all else constant, reducing the income of a poor person must increase the poverty measure; this seemingly uncontroversial characteristic is nonetheless violated by the headcount index, the most commonly-used poverty measure. 


The “transfer” axiom (sometimes referred to as the Pigou-Dalton principle, after those who employed it first in their analyses) has even more bite.  It states that, holding all else constant, transferring money from a poor person to any richer person must increase the poverty measure.  Conversely, poverty falls when the very poor gain more than the less poor.  “Transfer sensitivity,” a related notion, goes further.  It is best seen by example.  Consider a population where the poverty line is set at $1000.  Next, imagine that $10 is taken from someone earning $600 and given to a neighbor earning $500.  Any poverty measure that satisfies the transfer axiom will fall.  Measured poverty should also fall (for such indices) when, for example, $10 is taken from someone earning $300 and given to someone earning $200.  The transfer sensitivity axiom says that the reduction in the second case (in which a very poor person is made better off relative to her neighbor) should be greater than the reduction in the first case (in which the recipient is less poor).
  
An additional desirable characteristic is the ability to decompose the poverty measure by sub-population.  Sub-populations include, for example, residents of a certain region or an ethnic group.  The critical feature for decomposition is that the sub-groups are distinct from each other (so that there is no overlap in membership) and that together they encompass the entire population.  Any additive index will have this feature, and all of the measures described below share it.


B.
Headcount measure  
The best known poverty measure is the headcount, the share of a population whose resources fall below the poverty line.  The measure is simple and clear, and, not surprisingly, it is the most commonly calculated poverty measure.  The measure literally counts heads, allowing policymakers and researchers to track the most immediate dimension of the human scale of poverty.  

The headcount is calculated by ranking individuals in a population in order of their command over resources, from 1 to N, where person 1 has the least resources and person N has the greatest.  If the income of individual i is denoted yi, and the poverty line is denoted z, then the poor population includes everyone for whom yi < z.  If the person whose resources puts them right at the poverty line is number G from the bottom (that is, yG = z), it follows that there are G people below the poverty line and N people in the total population.  Then the headcount H is simply:
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The headcount is an important descriptive tool.  As a sole guide to allocating resources, though, the headcount can mislead badly.  There are two large tensions.  First, the headcount registers no change when a very poor person becomes less poor; nor does the headcount change when a poor person becomes even poorer.  Most observers, though, following Watts (1968) and Sen (1976), argue that changes in the income distribution below the poverty line matter in a moral sense.  The notion is captured by the transfer axiom above, and the headcount fails that test.  
A second tension flows from the failure of the transfer axiom, combined with the focus on whether people are above or below the poverty line.  If policymakers take their task as reducing poverty as measured by the headcount, their work will be made easier by focusing on improving the lot of individuals just below the poverty line.  A little improvement can suffice to raise the incomes of the “barely poor” above the poverty line and, hence, to reduce the poverty headcount.  Directing resources to very poor people, on the other hand, may be socially beneficial, but far larger income gains are required in order to make a dent in the poverty headcount.   Thus, if efforts are allocated specifically in order to reduce the headcount, priority will go to helping the least poor over helping the poorest.  
The headcount remains a highly valuable measure, even if, when used on its own, it is a poor guide for resource allocation.  One step to make the approach more useful is to also calculate the headcount for “sub-poverty” lines at lower thresholds than the overall poverty line.  These may capture, for example, the income required to purchase the food basket only, excluding non-food needs.  Tracking the population under sub-poverty lines is a first, simple step—and often a powerful descriptive tool.   
C.
Poverty gap 
A second widely-used measure has a problem similar to the headcount: it is descriptively very useful but, if used alone, would serve as a poor guide to resource allocation.  The poverty gap measures the amount of money by which each individual falls below the poverty line.  As a sum, the total shortfall can be calculated as:
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following the notation above (where the poverty line is z, income is y, there are G poor households, and individuals are indexed by i).  As a sum, the figure may be helpful for budget planners, but it obscures the sense of individual deprivations.  An alternative is to instead calculate the average shortfall for the population below the poverty line:

(1)
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When viewed together with the headcount, this version of the poverty gap measure shows the distance (on average) to be traveled in raising incomes.  Because the figure is denominated in currency, conversion to a common international currency (the euro or the dollar, say) will aid global comparisons.  A different approach that can enhance comparability is to divide the index by the poverty line:

(2)
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The normalization puts the average gap in terms of the percentage shortfall from the poverty threshold.  The figure is now easily comparable across countries and across time, a helpful improvement.  Routinely publishing poverty lines alongside the normalized poverty gap and the headcount would allow observers to calculate for themselves all three of the poverty gap variations described above.


The three data points (headcount, poverty gap, and poverty line) can be combined to form another useful variant of the poverty gap:  

(3)
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Here, the resource shortfall is divided by the total population rather than the population of the poor.  The calculation provides helpful information as well—and it points up tensions between descriptively-useful measures and measures that can best serve as guides for monitoring and targeting.  By dividing through by the total population, simple interpretations are sacrificed—the measure no longer gives a quick sense of the deprivation of poor individuals since data on non-poor people are also included.  The measure in (3) does, though, avoid a common problem with variants (1) or (2).  Specifically, the poverty gap in (1) and (2) can rise—rather than fall—when individuals exit poverty.  This feature arises when the least poor are the ones who exit (which is the typical pattern).  Holding all else the same, those who exit leave behind a population that is then smaller and, on average, poorer than before. Conditions thus would seem to have worsened when seen through the lens of the poverty gap as calculated following (1) or (2) when in fact conditions have improved overall.  The measure in (3) instead captures the improvement.  


The problem here occurs when the poverty gap in (1) or (2) is used as a sole indicator of progress; it performs poorly when people cross the poverty line.  The version in (3) does not have that problem, but, along with versions (1) and (2), it fails to satisfy the transfer axiom.  The failure follows from neutrality with regard to whose income goes up and down among the poor population.  For the transfer axiom to be satisfied, it is not enough to be neutral: it must be that gains for the poorest are weighed more heavily than gains for the less poor.  Even in version (3), no accommodation is made to weigh progress in reducing extreme poverty differently from progress in reducing moderate poverty.  
In summary, version (2) can be useful as a descriptive tool, especially alongside other measures.  Version (3) has more desirable properties from an analytical vantage, but, as discussed below, distributionally-sensitive measures do even better.   

D.
Watts index. 
A simple poverty measure that satisfies the transfer axiom was first put forward by Watts (1968), who argued for the following measure:
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The measure is “distributionally-sensitive” by virtue of the use of the use of logarithms.  If a given number is larger than another, then the logarithm of the first will also be larger than the logarithm of the second.  But the logarithmic transformation is nonlinear such that the ratio of the two numbers will be larger than the ratio of their logarithms.  The result here is that the Watts index weighs is more sensitive to changes in the lowest incomes more than it is to changes for those with higher incomes.   That is, transferring $10 to a very poor person counts as a larger contribution to poverty reduction than transferring the $10 to a richer (but still poor) neighbor.  Allocating poverty reduction activities based on minimizing the Watts index will thus tilt efforts toward the poorest.   This basic property also holds for the influential (but seldom applied) measure of Sen (1976).   The Watts index also satisfies the transfer sensitivity axiom described above, and it is decomposable into the population-weighted sum of sub-group poverty indices.  Given these appealing features, the Watts index can be a useful measure, and we return to it below in comparison to the “squared poverty gap” and the “average exit time” measures.   
E.
Squared poverty gap 
One way to transform the poverty gap into a distributionally-sensitive measure is to raise the individual gaps to a power greater than 1.  Foster, Greer, and Thorbecke (1984; henceforth, FGT) propose a class of measures built on this idea, and the measures have found their way into much of the poverty analysis published by the World Bank.   The measures take the form:
(4)
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The parameter α determines the degree to which the measure is sensitive to the degree of deprivation for those below the poverty line.  When α is zero, the measure collapses to the headcount measure described above, and when α is one, the measure is the normalized version of the poverty gap (version 3 above).  As described above, the measure is distributionally-sensitive in neither case.  But for α > 1, the measure is distributionally sensitive, and the particular case in which α = 2 (often referred to as the squared poverty gap) is now the most widely-used distributionally-sensitive measure.  
By squaring the poverty gap, improvements in the resources of the poorest individuals count most, since they are the ones for whom the initial resource gap is largest.  The measure satisfies the transfer axiom but not the transfer sensitivity axiom.  In order to satisfy the latter, the poverty gap would have to be raised to a higher power—cubed rather than squared, say.  Cubing adds transfer sensitivity, a property that many would find appealing, but it serves to put very heavy weight on the well-being of the poorest—perhaps weight that would be judged too great in a social calculus.
  At levels of α between 1 and 2, not only is transfer sensitivity not satisfied but the reverse holds: holding all else the same, a regressive transfer among the very poor increases poverty less than a same-sized regressive transfer among the moderately poor—a clearly undesirable feature.

F.
Comparing the measures.  
Neither the Watts index, nor the squared poverty gap, nor the cubed poverty gap yield easy-to-interpret numbers.  As noted above, we rely for interpretation on our knowledge that they satisfy (or do not satisfy) certain axioms; notably the transfer axiom and transfer sensitivity axioms.  Often that is enough, and at times each of the three indexes will rank income distributions identically--so the form of the poverty index will then be immaterial.  In other cases, though, results will depend on the choice of index, and the opaque nature of the indexes hides the fact that even indexes with similar basic properties (Watts and the cubed gap, for example) weigh income gains very differently for different people.  

Figure 1 makes this explicit.  The figure shows the relative weight on a $1 increase in income as implied by the four measures above—the poverty gap (version 3 above), squared poverty gap, cubed poverty gap, and the Watts index.  The horizontal axis gives a poor person’s income relative to the poverty line, from 0% at the left to 100% at the right.  Those on the far right are just at the poverty line (which was set at $100 for this illustration).  The $1 increases are depicted relative to a $1 increase for a person whose income is at 90% of the poverty line.  All four curves thus meet at 90% on the horizontal axis.  
The curve giving weights for the poverty gap is flat, showing that the measure is not sensitive to who gains the income: a dollar is a dollar no matter where whether it accrues to the most poor or the least poor.  The other three curves slope downward, though, indicating that a dollar earned by the most poor weighs more in these indexes.  The curve for the cubed poverty gap arcs so sharply that it goes off the graph.  A $1 gain weighs 9 times more for someone with income equivalent to 70 percent of the poverty line than it does for someone at 90 percent.   The weighting is heavily skewed to the very poor – and certainly far more skewed than is the case for the squared poverty gap.  For the squared gap, the ratio of weights is proportional to base income, so that a dollar accruing to someone with income 70 percent of the poverty line (i.e., 30 percent below the line) is 3, and at 80 percent of the line (i.e., 20 percent below), the ratio is 2.  

The Watts index takes a very different form, weighing increases from very low incomes very heavily, but staying flatter for less poor individuals.  The ratio only hits 2 when the dollar accrues to individuals whose incomes are below 50 percent of the poverty line.  The relative weights as seen by the ratio in the figure are always below those of the squared gap—until the very bottom 10 percent (a level of income so low that, it is hoped, few if any people must survive at those levels).  
It is unclear which of the weighting schemes is preferable from a normative stance.  One response is to calculate all four indices and to make comparisons with the knowledge that the different weighting schemes highlight changes in different parts of the income distribution below the poverty line.  In this light, there is no sense from the data here that the squared poverty gap, while popular, has a particularly strong moral claim for our attention—at least relative to the Watts index or to a distributionally-sensitive alternative not yet on the table.
  
As described below, other concerns may matter more.  The Watts index, for example, has a disadvantage in the degree to which it blows up measurement errors in the lower tail of the income distribution.  But it also has a potentially large advantage in its association with the exit time concept and value as a descriptive tool.
G.
Measurement error 
The chapters that follow in the handbook focus largely on methods for collecting surveys.  No survey is perfect, but some collection methods appear to be far more reliable than others.  Particular problems arise when expenditures (or incomes) are either substantially over-counted or under-counted, and the biases can be exacerbated by the choice of poverty measure.  Under-counting leads to exaggerations of poverty rates, and the distributionally-sensitive measures described here are particularly susceptible to the exaggeration of under-counting in the lower tail of the income distribution.  
Figure 1, which shows the implicit weights in several popular poverty measures, also helps to illustrate the potential problems of under-counting.  The figure shows the weight given to an extra $1 of income for households at different levels of base income (portrayed relative to the weight on an extra $1 for an individual whose income is 10 percent below the poverty line).  The figure also shows the weights on $1 of mis-measured income for different individuals.  Clearly, every dollar that is mis-measured at the low end of the distribution has a far larger impact on poverty than the mis-measurement of incomes closer to the poverty line.   The pattern of weights can mean that mis-measurement in just a small fraction of observations can make a large difference to results – if the mis-measurement takes the form of severe under-counting.  Many household surveys, for example, include responses from some households about spending and income patterns that, for one reason or another, are implausibly close to zero.  If those observations are taken at face value, they can translate into large movements in poverty measures.  
The Watts index weighs this kind of measurement error less than the squared poverty gap as long for incomes above 10 percent of the poverty line.  Problems do emerge at the extreme low end, though.  When using the Watts index, for example, adding an extra dollar for someone with measured income that is 5 percent of the poverty line would lead to a change in the index which is 18 times the weight on the dollar for someone with income at 90 percent of the poverty line.  (This result is so extreme that it cannot be seen in Figure 1.)   When using the squared poverty gap, the relative weight would be 9.5 times.  Fortunately, there are very few observations in these data ranges, but the weighting accentuates their importance.
The best solution is to maintain high-quality data and to be especially vigilant about potential measurement error at the low end.  The following chapters, especially chapter 4, provide guidance.  But where the quality of data is uncertain, it is important to remain alert that the choice of measure can worsen quality problems.  Robustness checks become all the more helpful.

H.
Comparisons without poverty measures 
For many purposes, the relevant policy question is simply: is poverty larger or smaller in one survey versus another?  As noted above, the answer can depend on which poverty line and which measure is used in the analysis.  But that is not always so.  In some cases, it will be that in one survey a greater fraction of the population exists at every income level below the poverty line, relative to the fractions of the population in the other survey.  When that is so, the first survey can be said to “stochastically dominate” the latter (Ravallion, 1994), and conclusions about poverty rates can be made irrespective of whether the poverty line is moved lower or whether the poverty measure chosen is the Watts index, headcount, poverty gap, etc.  Formally, the condition for “first order” stochastic dominance is that with regard to two samples, A and B, if the cumulative distribution function of their income distributions is such that DA(y) < DB(y) for all incomes y below the poverty line, then sample A stochastically dominates sample B.

When the income distributions cross below the poverty line (i.e., when DA(y) < DB(y) in some income range but DA(y) > DB(y) in another), more restrictive notions of stochastic dominance can be applied which nonetheless allow broad statements that are robustness to a wide range of choices of poverty lines or measures.  These approaches—“second order” and “third order” stochastic dominance--are described further in the chapters below.  When these robust approaches can be employed, questions about the choice of method can be avoided.  Their disadvantage is that they only answer a simple question—is poverty higher or lower in sample A than B?  Richer analytical tools (like the hypothetical exit times discussed next) are required in order to answer richer policy questions. 
I.
Exit time and the value of descriptive tools.  
For all of the theoretical appeal of the distributionally-sensitive measures described immediately above, the headcount remains—by far—the most common poverty measure in use.  The Millennium Development Goals, for example, center on reducing the headcount of poverty below $1/day, rather than minimizing a distributionally-sensitive measure.
One reason for the continuing use (and usefulness) of the headcount is its descriptive properties.  It is simple and provides a concrete input into the scale of the condition of poverty. In this sense, it is an intrinsically “meaningful” measure.  
The poverty gap is also intrinsically meaningful.  It answers the question: how large would the budget have to be in order to eliminate poverty through costlessly (and perfectly) targeted transfers.  In practice, transfers will never be administratively costless, nor will they ever be perfectly targeted, but the hypothetical question still provides one helpful way to quickly gauge the depth of poverty.
The “average exit time” is based on a similar sort of hypothetical question.  It is based around the number of years that it would take a poor household to grow out of poverty given a hypothetical, steady growth rate of income.  In practice, income growth will seldom be steady over long periods, nor will all poor households be able to grow at the same rate. But, as with the poverty gap, asking the hypothetical question provides a quick way to gauge the condition of poverty.
Hypothetical exit times are simple to calculate.  If the assumed growth rate is g percent, an individual whose income starts at yi will take T years to exit, where T solves this equation: 
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The equation can be solved by taking logarithms, yielding that the number of periods of growth required before exit is T = ln(z/yi) / g.  So, for example, if a person’s income starts at a 80 percent of the poverty line and a 5 percent annual growth rate is assumed, their exit time will be ln(100/80) / 0.05 = 4.5 years.  The calculation shows that broad-based and steady growth at 5 percent will be enough to push from poverty everyone whose income is 80 percent of the poverty line or higher.  Exit times based on this calculation are shown in Figure 2 for assumed growth rates of 3 percent, 5 percent, and 10 percent.

If exit times are calculated for the entire population of a country (with those above the poverty line having 0 exit times), the average turns out to be simply the Watts index divided by g, the hypothetical annual growth rate.
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This measure, “average exit time,” shares all properties of the Watts index, satisfying both the transfer axiom and the transfer sensitivity axiom.  The power of the approach can be seen more easily in related calculations completed in the same spirit.
Morduch (2000), for example focuses on the “median exit time” when illustrating the use of exit times with data from Bangladesh.  It is simply: ln(z/yM)/g; the only data required are the poverty line z, the assumed growth rate g, and the median income of the population below the poverty line yM.  The median poor rural household in the 1988-89 Household Expenditure Survey spent Taka 284 per month per capita relative to the poverty line of Taka 370 (in 1989, Tk. 32.1 = $1.)  The calculation shows that, if their expenditures grew steadily at 3 percent per year, it would take just under 9 years to reduce half of rural poverty through income growth alone—ln(370/284)/.03.  A profile of exit times can be constructed for the entire poor population, with exit times calculated for each percentile of income below the poverty line.  

Exit times provide clear tools to summarize data in ways that can inform policy debate on growth-based poverty strategies.  They complement the other measures described above and do not substitute for measures whose appeal rests primarily on their axiomatic properties.   But nor can those theoretically-appealing measures substitute for simpler tools that provide new ways of considering the data and that can help concerned observers weigh hypothetical policy scenarios. 
2.4
Toward harmonization
This handbook is driven in part by the desire to find common ground in approaches to poverty measurement, to better understand differences in approaches, and to sharpen practice overall.  While money-based measures no longer have exclusive hold on our attention, they remain central to analyses and have been a focus above.  The past two decades of experience, though, has reinforced the value of collecting health and education data as well.  Increasingly, researchers are finding value in asking about subjective views of poverty and in seeking input on poverty through participatory exercises that involve participants from local communities.  Measures of access to basic services and infrastructure have also provided important inputs into the policy–making process.


The results from the 2005 United Nations Statistical Division survey on approaches to poverty measurement show a wide range of practices.  Partly the diversity reflects differences in national conditions and policy needs.  There remain substantial areas, though, where greater uniformity will raise the overall quality of poverty measure, as well as improving comparability of measures across time and location.  Universally basing poverty measurement on expenditure data, for example, could be one such step.  Other steps include achieving greater uniformity in how poverty lines are set and how adjustments are made for demographic variation across households.  As described in the second part of this chapter, calculating poverty as defined by a range of different measures is straightforward and would provide a richer set of outputs for given data collection efforts.  Potential measures to include are headcount rates at different poverty lines, a range of poverty gaps, the Watts index, and hypothetical exit times calculated at key percentiles in the income distribution. 
Much could be gained by also working toward universal protocols for access to data so that researchers can extend analyses and probe questions that go beyond the mandate of government statistical offices.  As governments around the world strengthen their commitments to increased transparency, making raw data from household surveys widely available to researchers (while taking simple and necessary steps to assure the confidentiality of those surveyed) would be a critical and cost-effective step toward achieving richer understandings and more open policy processes.
References

Deaton, Angus (2001).  “Counting the World’s Poor: Problems and Possible Solutions.”  World Bank Research Observer 16(2): 125-147.
FAO/WHO/UNU (2004). Human energy requirements - Report of a Joint FAO/WHO/UNU Expert Consultation (17-24 October, 2001).  Rome, FAO Food and Nutrition Technical Paper Series, No. 1.
Foster, James (1984), “On Economic Poverty: A Survey of Aggregate Measures,” Advances in Econometrics 3, 215 - 251. 

Kanbur, Ravi (1987), “Measurement and Alleviation of Poverty, with an Application to the Effects of Macroeconomic Adjustment,” IMF Staff Papers 34(1), March, 60 -- 85. 

Morduch, Jonathan (1998). “Growth, Poverty, and Average Exit Time,” Economics Letters 58: 385 - 390.

Morduch, Jonathan (2000). “Reforming Poverty Alleviation Policies,” in Anne Krueger, ed., Economic Policy Reform: The Second Stage.  Chicago: University of Chicago Press, 2000.

Ravallion, Martin (1994). Poverty Comparisons.  Chur, Switzerland: Harwood Academic Press.

Ravallion, Martin (2002). “How Not to Count the Poor: A reply to Reddy and Pogge.”  World Bank working paper. 

Reddy, Sanjay and Thomas Pogge (2002), “How Not to Count the Poor,” Working paper, Department of Economics, Barnard College, Columbia University, 
Sen, Amartya (1976), “Poverty: An Ordinal Approach to Measurement,” Econometrica 44: 219 -- 231. 

Sen, Amartya K. (1987),  The Standard of Living.  The Tanner Lectures.  Cambridge:  Cambridge University Press.

Stedman Jones, Gareth (2004).  An End to Poverty: A Historical Debate.  London: Profile Books.

United Nations Development Programme (2004), “Dollar a day: How much does it say.” In Focus, September 2004, International Poverty Centre.  Available at: http://www.undp.org/povertycentre/newsletters/infocus4sep04eng.pdf.
Watts, Harold (1968), “An Economic Definition of Poverty,” in On Understanding Poverty, ed. by Daniel Patrick Moynihan. New York: Basic Books. 

	
	Yes

(percent)
	Number of observations

	Does the official poverty line reflect “absolute” poverty?
	67
	54

	Is there only one official line?
	46
	54

	3 or more official lines?
	29
	55


Table 1: Basic approaches to poverty lines.  
Results from UNSD international survey of statistical offices, 2005.

	
	Yes

(percent)
	Number of observations

	Is the general consumer price index (CPI) used to update prices for food basket?
	71
	34

	Is a poverty-specific CPI used?


	9
	34

	Are commodity prices adjusted for differential prices paid by the poor due to lower quantities purchased?
	7
	30

	Are commodity prices adjusted for differential prices paid by the poor due to purchases at different price points?
	20
	30

	Does the composition of the food basket allow for differences in regional consumption habits?
	53
	32


Table 2: The use of prices in setting poverty lines.  

Results from UNSD international survey of statistical offices, 2005.

	
	Yes

(percent)
	Number of observations

	Do official poverty lines include adjustments for scale economies and adult equivalence?
	64
	53

	Does the required minimum calorie threshold for an individual take into account:

Gender
	74
	31

	Age
	58
	31

	Region
	36
	31

	Gender and age?
	58
	31

	Gender, age, and region?
	29
	31

	
	
	

	
	
	

	Is the non-food component of the poverty line calculated:

    Using the direct method?
	47
	32

	    Using the indirect method (Engel coefficient)?
	63
	32

	Of those using the indirect method:

    Are adjustments made in the non-food component
    for household size or age structure?
	27
	15

	
	
	


Table 3: Adjustments for adult equivalence and scale economics in poverty lines. 
Results from UNSD international survey of statistical offices, 2005.
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Figure 1: Comparison of implicit weights in poverty measures.  The weight on an additional $1 of income for poor individuals at different levels, relative to the weight on an additional $1 of income for individuals with income equal to 90 percent of the poverty line.
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Figure 2: Hypothetical exit times as a function of income below the poverty line
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� From Anotoine-Nicolas de Condorcet, Sketch for a Historical Picture of the Progress of the Human Mind, published first in 1795, as cited in Stedman-Jones (2004), p. 17.


� Responses were received from Albania, Armenia, Australia, Austria, Bahamas, Belarus, Burkina Faso, Cambodia, Cameroon, Canada, Croatia, Cyprus, Czech Republic, Denmark, Dominica, El Salvador, Finland, France, Gambia, Germany, Greece, Iran, Iraq, Ireland, Israel, Jordan, Kazakhstan, Kenya, Lithuania, Macedonia, Madagascar, Malawi, Maldives, Mauritius, Mexico, Moldova,  Mongolia, Morocco, Nepal, Netherlands, Norway, Oman, Palestine, Paraguay, Philippines, Poland, Russian Federation, St. Kitts and Nevis, Senegal, Sierra Leone, Slovokia, Spain, Suriname, Sweden, Tajikstan, Thailand, Turkey, Uganda, United Kingdom, Ukraine, Vietnam, Zanzibar.





� The poverty line was originally set at $1 per day per person valued at 1985 international prices but was subsequently updated to $1.08 per day in 1993 international prices.  The line is still referred to as the $1/day measure, however.  The approach is discussed further below.  The $1/day poverty measure is just one part of the Millennium Development goals. Other goals focus explicitly on broader components of poverty—such as under-nutrition, poor health, gender inequality, and limited access to education.


� This translates to $19.46 per day per capita or $7104 per year per capita.  UK data are from � HYPERLINK "http://www.poverty.org.uk/summary/key_facts.htm" ��http://www.poverty.org.uk/summary/key_facts.htm�.  US data are from http://aspe.hhs.gov/poverty/figures-fed-reg.shtml.


� ftp://ftp.fao.org/docrep/fao/007/y5686e/y5686e00.pdf.


� One rough check on the method chosen is to also collect health and education data on individuals (which are free of the kinds of allocation problems described above) to complement the household-level income/consumption data.





� The debate around the $1/day poverty line is described in the papers in UNDP (2004), as well as in Reddy and Pogge (2002), Ravallion (2002), and Deaton (2001).  Reddy and Pogge (2002) describe (and advocate) the alternative approach described above.


� In approaching the second step, there would be much to learn from initiatives like the World Bank’s Living Standards Measurement Survey program and from the Luxembourg Income Studies.


� For a broader discussion of axioms, see Sen (1976), Foster (1984), and Foster, Greer, and Thorbecke (1984). 


� Decomposability is the focus of Foster, Greer, and Thorbecke (1984).


� Transfer sensitivity is obtained through setting α at any level larger than 2 (2.2, for example), but analyses have focused on integer values.


� Figure 1 shows a feature of the Watts index that has drawn criticism.  Note that, unlike the curves for the squared and cubed poverty gaps, the Watts curve does not end at 0 at 100% of the poverty line.  Instead, there is a discrete jump in the weight such that exiting a $1 transfer that leads an individual just below the poverty line to exit poverty weighs more than a $1 transfer to someone poorer.  As with the related criticism of the headcount, this feature means that measured poverty can fall by more when gains lead to exit from poverty than measured poverty falls for other gains.  The feature can skew efforts toward helping individuals just below the poverty line, but, in the broader scheme, it is unclear how important a consideration this should be.  The very heavy weighting of the bottom tail of the income distribution is as large a concern.


� The measure satisfies the monotonicity transfer, and transfer-sensitivity axioms. As a result of its additively separable form, the measure is also decomposable into the population-weighted measures of sub-populations of the poor.
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